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SUMMARY 

The present thesis set out to explore the boundaries of retinotopic representation in 
the human brain. This resulted in the discovery of novel maps of visual space in the 
cerebellum (Chapter 2), and in the default mode network (Chapter 3). We showed 
that these spatial representations can be modified by the joint operation of spatial- 
and feature-based attention (Chapter 4). Finally, we showed that the timescale of 
retinotopic motor space adaptation depends on the degree of volition in movement 
planning (Chapter 5). Together these findings show that spatial representations in 
the human brain are more abundant, and are also more flexible than previously 
assumed. This final chapter provides a summary of the studies presented in this 
thesis, an evaluation of the methodological strengths and limitations of the studies 
conducted, and a discussion regarding conceptual implications and future directions.  

OVERVIEW OF FINDINGS 

Cartography 

The very definition of a neural sensory topographic map is that the spatial layout of 
connective fibers that run from a sensory organ to the brain is preserved. This way, 
the sensor array is ‘replicated’ in a certain portion of neural tissue. In the domain of 
vision, this means that the spatial organization of how light falls onto the retina is 
preserved as signals are carried through the thalamus and into the cortex. In fact, it 
was shown that retinotopic organization can be uncovered simply by regarding 
patterns of connectivity between visual areas (Haak et al., 2013), even in the absence 
of visual stimulation (Haak et al., 2018). Chapter 1 discussed the many retinotopic 
maps that have been uncovered over the past decades along the cortical gray matter 
sheet. As the cortex is heavily interconnected with the cerebellum (Buckner et al., 

2011), and as connectivity between visual areas transfers signals of retinotopic 
organization  (Heinzle et al., 2011; Haak et al., 2018), we investigated whether 
retinotopic organization also persists into the cerebellum. A recent study indeed 
showed that a region in lobule VIIb of the cerebellum is (1) heavily interconnected 
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with the retinotopically organized IPS regions and (2) that activity in VIIb is well 
predicted by a visuospatial (pRF) model (Brissenden et al., 2018). In Chapter 2, we 
uncovered (1) that visuospatial preferences in this lobule VIIb are in fact organized 
according to known retinotopic properties and (2) that there are two additional 
retinotopically organized clusters in the cerebellum (OMV and VIIIb). This shows that 
retinotopic organization is preserved even through connections between the cortex 
and the cerebellum.  

The retinotopic literature so far has focused on positive BOLD responses. Yet,  
roughly a third of the brain deactivates whenever a demanding visual task is executed 
(Smallwood and Schooler, 2006; Raichle, 2015). In Chapter 3, we show for the first 
time that deactivations in the DMN are specific to visual location. This means that 
the default mode network (DMN) does not deactivate as a whole whenever a task is 
engaged. Instead, a voxel within the DMN only deactivates when a visual task is 
required in a specific location of the visual field. This shows that deactivations in the 
DMN are more specific than previously assumed.  

Spatial flexibility 

Retinotopic spatial selectivity is not only determined by bottom-up sensory input 
signals originating from the retina. In fact, visuospatial selectivity is shaped by the 
interaction between bottom-up and feedback signals (Womelsdorf et al., 2008; Klein 

et al., 2014; Miconi and VanRullen, 2016). Directing attention to a given peripheral 
location temporarily boosts both behavioral performance (Posner, 2007; Anton-

Erxleben and Carrasco, 2013), and BOLD responses (Tootell et al., 1998; Silver et al., 

2005; Datta and DeYoe, 2009) at the attended retinotopic location. This in turn biases 
the receptive field profile of neurons towards attended locations (Connor et al., 1997; 

Womelsdorf et al., 2006; Klein et al., 2014; Sheremata and Silver, 2015; Vo et al., 

2017). Behavioral studies suggested that not only attended locations, but also 
attended visual features should influence such spatial resampling (Yeshurun et al., 

2008; Barbot and Carrasco, 2017). In Chapter 4, we provided the first neuroimaging 
evidence for this suggested interaction between spatial- and feature-based 
attention. Specifically, we show that attending color compared to temporal 
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frequency induced greater spatial resampling. We suggest that this could be due to 
the fact that color is processed by smaller receptive fields. This shows that spatial 
representations are not only tuned by where we attend, but also by what we attend.  

As noted in the Chapter 1, retinotopic spatial representations are unique in that they 
provide a reference frame in which both perception and action are coded. In fact, 
activations in V1 lead to a perceived flash of light at the stimulated retinotopic 
location (Brindley and Lewin, 1968), whereas activations in FEF evoke an eye-
movement to the stimulated retinotopic location (Schlag and Schlag-Rey, 1970). This 
means that retinotopic representations for action and perception need to be well 
calibrated to one another to ensure that we can accurately interact with our 
environment. In contrast to the rather temporary effects of attention, spatial 
calibrations caused by such motor adaptation occur on many timescales (Alahyane 

and Pélisson, 2005; Smith et al., 2006). Quick adaptations are thought to be related 
to explicit and voluntary learning, and slower adaptations to more implicit and 
automatic learning (Huberdeau et al., 2015; McDougle et al., 2015). At the same time, 
saccades can be triggered rather automatically by suddenly flashed stimuli, or can 
be more voluntary and driven by explicit internal goals (Hopp and Fuchs, 2004; 

Pelisson et al., 2010). In Chapter 5, we showed that adaptation is quicker when the 
adapted saccades were more automatic. We suggest that this results from a trade-
off between the (neuro)cognitive resources required for learning and for the 
execution of a movement.  

METHODOLOGICAL STRENGTHS AND LIMITATIONS 

DECODING AND ENCODING MODELS 

Over the past decade, major developments in the fields of computing and artificial 
intelligence have provided novel analysis methods and unprecedented 
computational power. In the field of neuroimaging, this has led to the ability to 
decode certain brain states using the so-called multi-voxel pattern analysis method 
(MVPA) (Haxby, 2012; Tong and Pratte, 2012). Using this technique, it was possible 
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to decode which visual stimulus a participant was viewing (Haxby et al., 2001; 

Kamitani and Tong, 2005; Carlson, 2014), or to decode more ‘subjective’ aspects of 
cognition such as attention (Kamitani and Tong, 2005; 2006), working memory (Xing 

et al., 2013), and mental imagery (Horikawa et al., 2013). In addition, these multi-
voxel patterns turned out to serve as a Rosetta stone in comparing representational 
similarity of brain patterns to behavior, measurement modalities and even across 
species (Kriegeskorte, 2008). However, these decoding approaches suffer from 
serious interpretational problems (Poldrack, 2011). Even the slightest difference in 
say luminance or effort induced by a particular condition can lead to impressive 
decoding performances that are uninformative about the cognitive dimension of 
interest.  

One way to help alleviate this issue is by specifying a mathematical description of 
how particular aspects of an experiment lead to differential brain activity (Naselaris 

et al., 2011; van Gerven, 2016). In the present thesis, we employed a form of such an 
‘encoding model’: the population receptive field (pRF). This model presupposes a 
particular spatial kernel (i.e. Gaussian) within the two-dimensional plane spanned by 
the stimulus monitor. Given a particular stimulus design and a set of spatial kernel 
parameters (x, y, size), this forward model generates a predicted time course. Using 
some form of optimization procedure, the optimal set of spatial kernel parameters 
can be determined for each voxel.  

In the present thesis, we both analyzed these parameters sets in single conditions 
(Chapters 2 and 3), and regarded how these parameters change as a function of 
visual attention (Chapter 4). This approach provides a powerful framework for 
studying (1) the representation of information in the human brain and (2) how 
cognitive factors influence these representations. A great challenge for future 
cognitive computational neuroscience is to formulate mathematical descriptions for 
more complex (visual) stimuli. This requires careful thought about the underlying 
dimensions on which neural representations could be based. For example, 
generating a forward model for neural representations of human faces requires the 
specification of the underlying dimensionality that the brain might care about, such 
as eye-to-eye distance, nose width etc. Yet, this is precisely the function and strength 
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of forward models: it necessitates careful thought on what it is about a given stimulus 
that drives activity. 

Yet, even encoding models suffer from important interpretational limitations. 
Encoding models might tell us something about how a particular voxel represents 
some sensory or cognitive variable. Yet, a successful description of such a 
representation in and of itself is not informative about its behavioral or functional 
relevance (Naselaris et al., 2011). In the context of the pRF model, this is illustrated 
by the fact that the differential function of V1 (e.g. perception) and FEF (e.g. action) 
does not follow from the pRF model’s predictive accuracy. One way to address this 
limitation is by incorporating functional relevance directly into the encoding model. 
In the example above, this could be achieved by including a response-amplitude 
parameter into the pRF model that depends on a gradient from action to perception 
(Leoné et al., 2014). However, each addition to an encoding model adds parameters 
that need to be estimated based on data from additional experimental conditions in 
which that dimension is varied over time. Furthermore, any correlation in the added 
parameters increases the chance for overfitting, deepening the need for cross-
validated fitting strategies.  

The interpretational difficulties regarding the functional implications of pRF model 
explained variance is of direct relevance to this thesis. In fact, the very discovery of 
retinotopic maps in the cerebellum and in the default mode network does not solve 
the question of their differential function. The section retinotopic function below 
further discusses this issue.  

THE BOLD SIGNAL 

Visuospatial selectivity in this thesis was determined by fitting a pRF model to fMRI 
BOLD data. While these data have proven invaluable for the furthering of retinotopic 
discovery (see Chapter 1), there are important factors to consider when attempting 
to translate fMRI findings to constituent biophysical mechanisms (Logothetis, 2008). 

Whenever a neuron fires, cerebral blood volume and flow alter to resupply the 
depleted neural tissue. The BOLD signal quantifies resulting changes in blood 
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oxygenation (Ogawa et al., 1990). However, such neurovascular coupling does not 
provide a linear mapping from neural activity to the BOLD signal (Hillman, 2014). 
Also, the BOLD response differs depending on the relative position of neural tissue 
to veins and arteries (Kim and Ogawa, 2012). For these and other reasons, it is very 
hard to uncover whether a given vascular response is due to neural firing, 
neuromodulation, feedforward or feedback responses or even due to local excitation 
and inhibition (Logothetis, 2008). Yet, there is good evidence to suggest that the 
BOLD signal is well correlated to local field potentials, especially in the gamma 
frequency range (but see Winawer et al., 2013; Logothetis and Panzeri, 2014). In sum, 
BOLD activity should not be regarded as an index of neural firing, but rather as an 
aggregate of many neural processes.  

These limitations of the BOLD signal carry some important caveats for the studies in 
this thesis. In Chapter 2, we uncovered retinotopic organization in the human 
cerebellum. These visuospatial signals likely originate from cortico-cerebellar 
connectivity loops (Brissenden et al., 2018). As the BOLD signal cannot differentiate 
local processing from feedback signals, the present study cannot uncover whether 
visuospatial signals descending from the cortex to the cerebellum in fact alters local 
processing of cerebellar Purkinje cells. This same logic applies to the findings from 
Chapter 4. As the BOLD signal cannot differentiate local neural activity from 
feedback signals, it is impossible to draw any conclusions as to whether attention 
alters local processing in early visual areas. A novel and recent development in fMRI 
techniques might help to resolve this issue. By recording fMRI at a very high spatial 
resolution (i.e. < 1 mm), voxels can be assigned to different lamina within the cortical 
gray matter (Ress et al., 2007; Fracasso et al., 2016). As feedback and local processing 
signals are differently processed across the lamina, this provides a unique 
opportunity to separate feedback from local processing signals (Dumoulin et al., 

2018). Although this method is technically very challenging (e.g. requiring very 
precise alignment between functional and anatomical volumes, and dealing with 
differential neurovascular coupling across the lamina), it provides great promise for 
better understanding the human brain. 
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In Chapter 3, we found that even negative BOLD responses carry visuospatial signals. 
Various studies investigating the relationship between negative BOLD responses and 
neural activity have shown that negative BOLD responses are correlated with 
decreases in neural firing, local field potentials and multi-unit activity (Shmuel et al., 

2002; 2006; Boorman et al., 2010; Wade and Rowland, 2010). This suggests that the 
negative pRFs are not simply the result of purely vasculature-related mechanisms 
such as ‘blood stealing’ (Harel et al., 2002; Schridde et al., 2008). However, it is too 
early to draw precise conclusions about the biophysical mechanisms that contribute 
to the negative pRFs.  

FUTURE DIRECTIONS 

PRF FUNCTION 

The findings and limitations of the studies contained in this thesis provoke many new 
research questions. As discussed above, the definition of novel maps of visual space 
through the use of a pRF encoding model necessitates the next step of investigating 
their functional relevance. Perhaps the most puzzling of questions concerns the 
function of negative visuospatial responses in the default mode network (DMN; 
Chapter 3). What does it mean for a voxel to deactivate only for stimuli presented at 
a particular location? Potentially, this could be resolved by viewing a negative pRF 
as positively responding to all visual locations that are not currently stimulated. 
Regarding negative pRFs in this fashion sparks a likeness to ‘what-not’ detectors. 
Including such detectors in a neural network narrows down the possible set of 
interpretations given a noisy sensory signal, in turn providing a more optimal 
encoding scheme (Goncalves and Welchman, 2017). Alternatively, it is possible that 
the negative visuospatial signals do not carry any perceptual information. In fact, the 
DMN activates for internally generated thought such as mind-wandering (Poerio et 
al., 2017), social reasoning (Mars et al., 2012), autobiographical memory (Spreng and 
Grady, 2010), self-projection (Buckner and Carroll, 2007), and creativity (Beaty et al., 
2014). Yet, the DMN is silenced with incoming perceptual information (Raichle, 
2015). This setup creates a push-pull between external sensory information and 



General Discussion 

 137 

internally generated thought. The negative pRF adds to this view the observations 
that the push-pull is not an all or nothing operation, but depends on the extent of 
sensory stimulation. In other words, a particular unit (voxel or neuron) within the 
default mode network is free to roam in internally generated thought unless a visual 
stimulus is presented at a particular location. Tiling the visual field using many units 
with different visuospatial silencing properties sets up a network in which there is 
always some resource available for internally generated thought. That is, unless the 
entire visual field is stimulated at full intensity. This conforms with the intuition that 
internally generated thought is facilitated by environments with relative sensory 
deprivation. 

Along a similar vein, the identification of the cerebellar retinotopic maps in and of 
themselves are not informative for their function. In the discussion of Chapter 2, we 
outline some suggestions for the differential function of the different clusters. These 
range from eye movements to visuospatial attention and working memory to the 
integration of motor and visual signals. Uncovering these regions’ functions could 
also lead to more efficient protocols for mapping out their topography. Chapter 2 
showed that using a standard pRF stimulus required a large amount of data to 
identify the cerebellar maps. With about 30 minutes of scanning at 7T, the maps 
were visible only when data was combined across many subjects from the Human 
Connectome Project Retinotopy dataset. In the additional single subject data we 
collected, more than 30 functional runs were required before the maps started to 
emerge. Although this could be due to methodological difficulties in recording fMRI 
data in the cerebellum (Pfaffenrot et al., 2018), it is possible that the standard 
retinotopic mapping stimuli and tasks are not optimally tuned to the functional 
properties of the cerebellar neurons. Perhaps these neurons are best activated by 
some sort of saccade or visuo-motor integration task (King, 2018).  

RETINOTOPIC DISTORTIONS 

Finally, a promising avenue for future research into the function of retinotopic maps 
is to relate distortions in retinotopic coordinates to distortions in perception and 
action. In Chapter 4, we distorted retinotopic space through the conjoint operation 
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of spatial and feature-based attention. This distortion occurred globally throughout 
the brain, in all of the retinotopic areas we measured. However, it would be 
interesting to see whether it is possible to distort retinotopic representations in 
specific brain areas, and to relate such selective distortions to alterations in 
perceptual and motor space. An alternative protocol for distorting retinotopic space 
besides attention is through saccadic adaptation. In Chapter 5, we employed such a 
protocol by providing consistent visual errors after eye movements. At the end of 
this procedure, saccades are made to a different location than is indicated by the 
cue. Different variants of this protocol have the power to distort perceptual and 
action space to different degrees (Collins et al., 2007; Georg and Lappe, 2009; 

Zimmermann and Lappe, 2009; Schnier et al., 2010; Garaas and Pomplun, 2011; 

Schnier and Lappe, 2012; Gremmler et al., 2014). Recording pRFs at different 
moments in time before and after such adaptation could help elucidating which of 
the retinotopic maps are important for perception and action.  

 

 

 



 

  

 

  



 

  

  


